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STENOGRAPHY 
TECHNIQUES
Encrypting emails using algorithms 
is one way to send a message 
securely, but that does have the 
unfortunate eff ect of highlighting 
that you have something to hide. 
Stenography works diff erently: 
it hides data in plain sight, using 
ciphers and image fi les. We show 
you the methods and the pitfalls to 
each technique.

Julian Bucknall explains how to send secret messages without needing encryption

sing one of the 
standard encryption 
algorithms is a great 

way to get a message from one 
location to another without 
anyone understanding the 
message. However, what if you 
want to get that message 
across without letting anyone 
know that you are doing so 
and that there is, in fact, 
a message to intercept? Enter 
steganography, the concept of 
hiding communications 
(messages, data, fi les and so 
on) within another object. 
The hiding is done in such a 
way that an observer looking 
at the object doesn’t realise 
that there is a hidden message.

Although these days many 
people view steganography as 
embedding messages inside 
images (and we will be 
discussing that in a moment), 
it does have a long and 
illustrious history. Herodotus 
is possibly the fi rst to mention 
a steganographic technique: 
writing a message on the 
inside surface of a wax tablet 
and then covering it with wax 
to look like an ordinary 
writing tablet. When I was a 
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Secrets of 
Steganography

An ingenious method of 
steganography was invented by 
Francis Bacon, contemporary of 
William Shakespeare. He devised 
a cipher, where the hidden 
message is disguised in the visual 
appearance of the normal text 
and not in the text itself.

The cipher’s alphabet is shown 
in table 1. Let’s encode the word 
‘secret’ using this alphabet. We 
get baaab aabaa aaaba baaaa 
aabaa baaba. The trick now is to 

write some normal text that has 
nothing to do with our secret 
message and then disguise this 
encoding in the visual 
representation of that text. 

Bacon devised a Bilateral 
Alphabet for this disguise. This 
written alphabet had two 
diff erent forms for each capital 
and lowercase letter, and, in 
writing out the normal text, 
Bacon would use the fi rst forms in 
place of the ‘a’s and the second 

forms for the ‘b’s. It’s hard to do 
this in a printed magazine, 
although I’d like to see someone 
try with Arial and Helvetica as the 
two forms). Since we don’t really 
send hand-written letters any 
more, and the equivalent in print 
is quite obvious, other methods 
have been devised. A great one is 
to convert each ‘a’ in the 
encoding to a word that starts 
with the letters A-K, and each ‘b’ 
to a word that starts with L-Z.

boy, the accepted technique 
was writing a message in 
invisible ink – we used lemon 
juice – in the white space of 
another ordinary (and 
probably extremely boring) 
letter. Heat the paper up and, 
voilà the hidden message is 
suddenly revealed.

War of words
World War II and the Cold 
War brought forth a whole 
slew of new steganographic 
techniques. First, and possibly 
the most famous, were 
microdots: photographically 
reduced images roughly 1mm 
in size. They are called dots 
because they tend to be 
smaller than the full stop 
produced by a typewriter (or 
the dot or tittle above 
lowercase ‘i’ or ‘j’). The 
microdot is stuck onto an 
ordinary document (such as a 
postcard, or typewritten letter 
or envelope), somewhere that 
would not cause undue 
attention. The theory goes that 
the mail inspector wouldn’t 
notice the microdot, letting the 
letter or postcard through. 
The recipient would then use a 

microscope to read the image 
on the dot.

Another technique used was 
to embed the secret message in 
a normal-looking letter by 
using code-words (using the 
word car which actually means 
plane, for example). This 
procedure was used by 
Velvalee Dickinson, a spy for 
Japan against the US during 
World War II, who would send 
letters to addresses in South 
America that purported to be 
for her business in trading 
dolls. In reality these letters 
reported ship movements and 
other secret information 
encoded as code-words in the 
text. Yet another technique is 
to embed the message as every 
fi fth word, say, in a normal 
letter. This embedding 
technique, although appealing, 
is diffi cult to use for a 

Modern printers, especially colour 
laser printers, use steganography 
to identify the printer and its 
serial number, and add date/time 
stamps on every page that’s 
printed. In essence the printer will 
add a set of tiny light yellow dots 
holding this information (known 
as tracking dots) to each page, 
which are only really discernible 
under magnifi cation.

The main reason for such 
steganography is an eff ort to 
track down and identify currency 
counterfeiters. Colour laser 
printers are the best tool to 
counterfeit bank notes since they 
can produce the most high-res 
copies with the highest fi delity 
colours. The tracking dots thereby 
give the authorities a better 
chance of fi nding the printer, and 
hopefully the perpetrators. 

Of course, the printer will print 
the tracking dots on any single 
page, so, in theory, any owner can 
be tracked just as easily.

Secrets in print
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 Figure 1: Basic workfl ow for image steganography

embedding the payload in an 
innocuous image. Let’s fi rst 
consider the simplest channel 
– a bitmap image. In a 24-bit 
bitmap (a BMP fi le in 
Windows), each pixel is 
defi ned by three bytes. The 
fi rst is a red level, the second 
green, the third blue. Each 
level has 256 different values 
from 0 (off) to 255 (full on). 
This means, for example, that 
black is represented by (0, 0, 0) 
and white by (255, 255, 255).

The interesting thing to note 
is that the human eye is pretty 
bad at discerning very minor 
differences in intensity, 
especially for a single pixel. 
The difference between, say, 
01010101 and 01010100 in the 
blue channel (or red or green) 
would be hard to discern on a 
pixel by pixel basis, especially 
for a busy photograph. Hence 
we could, for example, use the 
least signifi cant bit of each of 
the colour levels to encode a 
message. Instead of colour 
levels that go 0, 1, 2, 3, . . ., 254, 
255, we would restrict them to 
the values 0, 2, 4, 6, . . ., 254 

communication of some 
complex secret. Text 
containing such a message 
tends to appear stilted.

Despite these ingenious 
physical ways to hide 
information in full view, it 
wasn’t really until the digital 
age, and especially the PC, 
that steganography came into 
its own.

Words in images
Before discussing digital 
steganography, I need to 
emphasise that its purpose is 
to transmit a message from 
one person to another. Unlike 
cryptography, the object of the 
exercise is not to physically 
send the hidden message (and 
thereby inform all listeners 
that something is going on, 
even though the message may 
be undecipherable), but to 
place the encoded message in 
plain view so that everyone 
can see it and that only the 
recipient can decode it.

I should defi ne a few terms 
before continuing. The fi rst is 
payload. A payload is the 
secret message we wish to get 
to our counterparty. 
The carrier is the fi le or stream 
we hide the payload in, and 
once we’ve hidden the payload 
the resulting fi le or stream is 
usually called something like 
the stego fi le or package. 
The channel is the type of fi le 
of the carrier. So for example, 
if I want to embed my payload 
in a given picture, the image is 
the carrier and the channel is 
the JPEG format.

And that example brings us 
to possibly the most famous 
steganography technique – 

and then use the bit that 
signals odd or even to carry a 
message. It’s unlikely that, in a 
picture with lots of variation 
(or noise), the human eye 
would be able to pick out a 
pixel whose blue level had 
changed from 01010100 to 
01010101 or vice versa. Figure 
2 shows the basic process, just 
using blue pixels (so, the red 
and green channels are 0).

(Note: it is very unlikely you 
will see any differences in the 
blue hue for each of the 8 
pixels in Figure 2. Although 
the colours were correct when 
I drew the image and had the 
values shown, the printing 
process converts them from 
RGB to CYMK and the printer 
inks then approximates those 
values. Any slight colour 
variation will be altered by this 
printing process).

Just using the least 
signifi cant bits of the colour 
information then, we could 
encode a byte every three 
pixels (with a bit left over).

Since an image of size, say, 
300 x 300 has 90,000 pixels 

(as 270,000 bytes), this means 
that we could, in theory, 
encode a message of around 
30,000 bytes in such an 
image, just using the least 
signifi cant bits of the colour 
information.

An old technique that’s no 
longer used (because it’s so 
obvious) occurs with the GIF 
format. The GIF format is a 
bitmap image, where the pixels 
can only take on one of 256 
different values. These values 
are not colours, per se, but 
indexes into a 256 element 
table at the start of the GIF 
fi le, with each element 
defi ning a different colour. 
Here the steganography 
technique goes like this: create 
a colour table where all the 
elements are black (say), and 
then just tack on the payload 
on the end. To anyone viewing 
this GIF fi le in an image 
viewer, it would just look like a 
black rectangle. Of course, 
once you’re tuned to this 
particular technique, it’s a 
pretty worthless way of 
communicating covertly. 

Cartoon comms
Another way of using the same 
system, though, is to use a 
simple drawing or cartoon as 
the basic image. Here there are 
only two colours in theory 
– white and black – with white 
as the background. So we 
encode the payload in the 
background of the image, 
setting all the index values 
used as white in the colour 
table. The problem is that GIF 
images are compressed using 
the lossless LZ77 algorithm 
and simple drawings would 

 A = aaaaa I/J = abaaa R = baaaa
B = aaaab K = abaab S = baaab
 C = aaaba L = ababa T = baaba
D = aaabb M = ababb U/V = baabb
 E = aabaa N = abbaa W = babaa
F = aabab O = abbab X = babab
 G = aabba P = abbba Y = babba
H = aabbb Q = abbbb Z = babbb

Table 1: Alphabet for Bacon’s cipher
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compress extremely well. 
Hence a stego fi le would have a 
much larger than expected 
size, triggering suspicion and 
a possible investigation.

For an image stored in the 
JPEG format, we have another 
problem to deal with. The 
JPEG format for images is 
compressed with a lossy 
algorithm: in a very specifi c, 
controlled manner the 
algorithm ‘averages’ pixel 
information in blocks of 8 x 8 
using frequency analysis in 
order to reduce the data 
needed to store it. (Another 
way of putting it is that the 
highest frequency information, 

changes in which we’re less 
likely to not notice, is 
‘smeared’.) That means that for 
JPEG images as a carrier we 
have more work to do. Just 
decompressing the image into 
a bitmap, modifying the 
bitmap, and then 
recompressing the image into 
the JPEG format is going to 
destroy the payload. That’s 
why several JPEG 
steganography programs 
merely tack the payload as a 
special JPEG metadata header 
(or, worse, as an EXIF data 
value) onto the fi le. Others will 
create a PNG fi le instead (they 
essentially decompress the 
image into a bitmap, alter the 
bitmap as discussed above, 
and then save the package as a 
PNG fi le using lossless 
compression).

Words in JPEGs
The better steganography 
programs that support JPEGs 
work in a different manner. 
No longer do they alter the 
individual pixels of the image, 
but instead modify the 
quantized DCT coeffi cients. 
Without going into too many 
details, the way the JPEG 
algorithm works is this: 
the RGB pixel values are 
converted to the YCbCr colour 
space (essentially the Y part is 
the luminance, which contains 
all the real detail in the image, 
the Cb and Cr values contain 
the actual colour information); 
8x8 pixel blocks for each of the 
axes are converted using a 
DCT (Discrete Cosine 
Transform) into frequencies; 
the matrix for the transformed 
values is very skewed to the 
top left-hand corner, the lower 
frequencies, and this matrix is 

▼

 Figure 2: Simple steganography with blue pixels encoding the letter A

▼

then quantized by dividing 
with a standard quantization 
matrix (it’s this matrix that 
defi nes the quality level of a 
JPEG image); the resulting 
matrix is even more skewed to 
the top left (most of the 
bottom right is zero) and is 
easily compressed. The better 
JPEG steganography 
programs will modify the least 
signifi cant bits of the 
quantized DCT coeffi cients to 
encode the payload (and only if 
those quantized coeffi cients 
are not zero or one).

Since the purpose of 
steganography is to hide a 
payload inside the carrier in 
such a way that only the 
recipient knows it’s there, 
we should pay attention to how 
someone else (let’s call them 
an analyst, since the fi eld of 
study is known as steganalysis) 
might detect that a carrier 
image has been modifi ed to 
include a payload. The fi rst 
point to make is the obvious 
one – if the analyst is able to 
get the original image, then all 
bets are off. Clearly they can 
determine what, if anything, 
has been changed.

Hunting secrets 
The next instrument in the 
analyst’s armory is statistics. 
If the analyst is able to 
determine which digital 
camera was used, that is, the 
brand and model, they can 
collect a range of unmodifi ed 
images from that camera. 
The analyst can then 
investigate those images for 
statistical ‘signatures’ that 
apply to all images from that 
camera. For example, the 
implementation of the JPEG 
compression algorithm in that 
particular camera may have 
certain idiosyncrasies that can 
be agglomerated as a 
signature. If another image 
taken by the same camera has 
a slightly different signature, 
it would indicate that the 
image fi le has been modifi ed.

Another point of attack is 
the visual artifacts produced 
by the JPEG algorithm. If an 
image has statistically 
different artifacts, the 
conclusion, again, points to an 
image that has been modifi ed 
in some way, perhaps by using 
an unsophisticated 
steganography algorithm. 
JPEG steganography suffers 
from another visible footprint 
– since we’re encoding the 

payload in the quantized data, 
it will have a different 
signature than most of the 
normal quantized data blocks. 
In particular, normal 
quantized data tends to be 
very compressible (the whole 
point of the ‘divide by the 
quantization matrix’ part of 
the JPEG algorithm is to make 
it so), but payload-encoded 
quantization data is not that 
compressible at all. Hence the 
fi le size grows and there’s a 
visible effect in the data.

Advanced analysis
More advanced techniques 
attempt to discover a payload 
by analysing the statistical 
variability of the least 
signifi cant bits, since many 
steganography algorithms 
work by encoding the payload 
in those bits. Another 
technique is to recognise that 
many programs will hide the 
payload in the beginning of the 
carrier fi le (in essence, the 
algorithm will blend the 
payload starting at the 
beginning of the carrier until 
it’s completely merged), so the 
statistical properties of the last 
part of the fi le will be different 
than that at the start.

The popular steganography 
algorithms (those that are in 
mainstream use) leave trails 
that can generally be quite 
easily detected. Hence, since 
steganography is essentially an 
obfuscation technique, the 
algorithm used tends to be 
hand-crafted and kept a secret 
as well. An example of such an 
obfuscated algorithm is this: 
create a linear congruential 
random number generator 
(RNG) that outputs (say) 
numbers between 1 and 10. 
The output of this RNG 
defi nes the next pixel to alter 
in an image to encode the 
payload. What’s happening is 
that you’re spreading out the 
effects of the changes less 
intrusively and more widely. 
The payload size is reduced, 
yes, but its trail is very diffuse 
and harder to detect, and you 
need the exact same RNG with 
the exact same starting 
conditions to be able to extract 
the payload.

All in all, steganography is a 
fascinating topic of study. You 
can, with very little effort, 
produce your own working 
steganography algorithm 
that’s hard to detect and 
therefore secret. ■
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As discussed in the article, it’s 
harder to embed a payload in a 
fi le format that’s lossy 
compressed (that is, certain 
information is removed or 
averaged for the compressed fi le) 
than in one that is not lossy 
compressed. The JPEG image 
format was the prime example of 
this in the main text.

Other lossy fi le formats are 
MP3 for audio tracks and the 
various standard video formats 
(MPEG, SWF, etc) and using these 
for steganography is a much 
harder proposition. That’s why 
many simple tools inject the 
payload into the carrier under a 
special (and ignored) header in 
the metadata in the carrier, rather 
than encoding it.

If an audio fi le or video are to 
be used, then the non-lossy 
formats are preferred (WAV and 
AVI fi les) since it’s easier to make 
changes that will survive the 
compression step. That’s not to 
say that there aren’t techniques 
such as frequency manipulation 
that won’t survive the lossy 
compression, it just becomes 
easier to detect statistically.

Lossy 
compression
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