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Error detection
and correction
Moving data around causes errors. Julian Bucknall asks how we can detect them
ADVANCED ERROR
ALGORITHMS
These days we’re spoilt by our
computing devices. It’s only rarely
that we encounter data errors as we
move files around or are surprised
by a digital glitch when we stream
movies. Digital copies aren’t always
perfect – it’s the advanced error
detection and correction algorithms
that ensure data fidelity for us. But
how do they work?

owever hard we
try and however
perfect we make our
electronics, there will always
be some degradation of a
digital signal. Whether it’s
a casual random cosmic ray
or something less benign,
errors creep in when data
is transmitted from one
computing device to another,
or even within the same
device. If you view data
storage on disks, DVDs and
USB drives as transmissions
from one device to another,
they also suffer from errors.
Yet unless the ‘transmissions’
are obviously degraded (if you
run over an audio CD with
your car, for example), we’re
completely unaware that
these errors exist.

H

Early error correction

It wasn’t always like this. Back
in the late 1940s, Richard
Hamming was a researcher at
the Bell Telephone Company
labs. He worked on an
electromechanical computer

called the Bell Model V, where
input was provide on punched
cards. The card reader would
regularly have read errors, and
there were routines that ran
when this happened to alert
the operators so they could
correct the problem. During
the weekdays, that is.
Unfortunately for Hamming,
he could only get computer
time at the weekends when
there were no operators. The
problem was magniﬁed by the
fact that the computer was
designed to move on to the
next computing job if no one
corrected the errors. Hence,
more often than not, his jobs
were simply aborted and the
weekend’s computation was
wasted. He resolved to do
something about it and pretty
much invented the science of
digital error correction.
At the time, there were
no real error correction
algorithms at all. Instead
programmers relied on error
detection – if you can detect
that some data contains an

Spotlight on... Reed-Solomon codes
Although Hamming codes are
great for less noisy transmission
channels where the errors occur
singly and not usually as often as
two bits per seven, there are
channels that suffer from burst
errors – that is, a contiguous
block of bits with errors.
Irving S Reed and Gustave
Solomon devised a new type of
error correcting code that could
detect and correct multiple errors
in a frame. The maths underneath
the code is based on polynomials
over a finite field, which is a little
beyond our scope here, but here’s
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a flavour. View the symbols in
the data stream as coefficients
in a polynomial. Evaluate that
polynomial with a larger number
of input values than the degree
of the polynomial. The input/
output values then form an
overextended system from
which the receiver can interpolate
the original polynomial and
therefore the original message.
Errors are simply cancelled by
the overextended system.
Reed-Solomon (RS) codes are
widely used by data storage
systems to counter media

defects, which result in a burst of
errors. Of particular interest is the
compact disc: RS codes ensure
that an error burst of up to 4,000
bits can be corrected, which is
equivalent to a defect about
2.5mm long on the disc surface.
Some barcodes like PDF-417 and
QR codes use RS codes to ensure
that damaged barcodes can still
be read correctly. The Voyager
space probe used RS codes to
encode the digital pictures it sent
back, and in general deep space
communications use them to
ensure error-free transmissions.

Claude Shannon
Claude Shannon was a close
colleague of Richard Hemming at
Bell Labs. Shannon was active as a
mathematician both before and
during the war, and from his
efforts in communications and
cryptography during that period,
formulated the beginnings of
Information Theory.
In 1948, Shannon published
a paper called A Mathematical
Theory of Communication, in
which he discussed encoding
messages for reliable
communication, broadening
Hamming’s work, and developing
along the way the concept of
information entropy and
redundancy. He was the first to
define ‘bit’ as a unit of information.

error, at least you can ask for
the data again.
The simplest method of
error detection was the
addition of a parity bit to
the data. Suppose you’re
transmitting seven-bit ASCII
data across a link (and again,
that link could be a form of
data storage). The parity bit
was an extra bit tacked onto
the end of each seven bits that
made the number of ones
in the eight bits even (even
parity) or odd (odd parity).
For example, the letter J is
1001010 in seven-bit ASCII.
It has three ones, so under
even parity the extra bit would
be one (to make 10010101
with four ones), and under
odd parity the extra bit would
be zero (making 10010100
with three ones). The other
end of the transmission would
calculate the number of ones
in every eight bits (or at least
whether it was even or odd),
and check that it matched the
agreed upon parity scheme
being used. If the calculated
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▼ Figure 1a: Original data

▼
▼

▼ Figure 1b: Add checksums

▼ Figure 1c: Received data, new checksums

Figure 1: 2D parity error correction

parity didn’t match the
scheme, there was a
transmission error.

Early techniques

Let’s take our example of J
under even parity. The sender
sends 10010101, but there’s a
random error, a bit gets ﬂipped
and the receiver gets 10110101.
Since there are ﬁve ones in this
message, the receiver knows
there’s been a transmission
error. It can’t tell which bit got
ﬂipped, just that it happened.
The big problem with single
parity bits as an error
detection algorithm is that it
can’t detect when two bits are
ﬂipped during transmission
(or four, or six, and so on).

Turbo codes
Turbo codes were invented in
France in 1993 to solve the
problem of maximising the rate
of reliable communication over
a noisy channel. In fact, they
approach the Shannon limit for
the code rate (that is, the number
of data bits divided by the overall
number of bits transmitted) given
a specific noise level. They are a
type of high-performance
error-correcting algorithm, and
are most used nowadays in deep
space communications where the
links tend to be bandwidthlimited and yet have high levels
of data-corrupting noise.
They are also used in 3G and
4G telephony standards, as well
as with WiMAX, the urban
wireless standard.
Another highly efficient
high-performance errorcorrecting algorithm that’s still
being developed (and is more
patent-free than turbo codes) is
the LDPC (low-density
parity-check) code.
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Another technique that was
developed in those early days
was repetition – sending the
same data multiple times. For
example, instead of sending
each bit once, we’ll send it
three times, so that a one gets
sent as 111, and a zero as 000.
In our example, our 7-bit
ASCII J would be sent as
111,000,000,111,000,111,000
(I’ve added commas to make
the triplets more obvious).
If the receiver gets 000 or
111, it assumes that the bit was
transmitted without error and
is either zero or one. If a single
bit in a triplet is ﬂipped, not all
three bits are the same and the
receiver can deduce that there
was an error. Not only that
simple deduction though: the
receiver can also apply a crude
error correction by assuming a
majority vote. 001, 010, and
100 would be assumed to be
triplets for a single zero bit
(there are more zeros than
ones), whereas 110, 101, and
011 would signify a one (more
ones than zeros).
Although this error
detection code is able to
detect one-bit or two-bit errors
per triplet, it is only able to
repair one-bit errors. In doing
so, it is extremely inefﬁcient:
it triples the amount of data
being transmitted. If this
technique were still the state
of the art, your new 750GB
laptop hard drive would only
store 250GB of data; the rest
would be parity bits.
If you think about it, what
we’re trying to do with parity
bits and the triplets algorithm
is to add extra data to the data

stream so we can detect and
hopefully correct errors. In a
perfect world, those extra bits
wouldn’t be needed – they are,
in a sense, redundant – but
in ours, they’re required for
error-resilient transmissions.
One of the problems we’ve
seen up to now is that the
error detection algorithms
we’ve discussed so far aren’t
very efﬁcient. We’ve been able
to detect one-bit errors and
two-bit errors, but nothing
more. Let’s move on to
checksums and improve our
detection rate.

Checksums

Suppose you’re sending your
credit card number to an
online store. The store wants
to make sure that the number
you’re sending it is at least
valid to a certain extent
before it sends the number on
to the bank for debiting. As it
happens, credit card numbers
are encoded with a check digit
(which is the rightmost digit
of the full number). If you
enter your credit card number
incorrectly, the check digit
algorithm (known as Luhn’s
algorithm) will trap it.
Here’s how the veriﬁcation
works on 98762345100. Start
from the right and double
every second digit: 0, 0, 1, 10,
4, 6, 2, 12, 7, 16, 9. Now add
up all the digits you see (that
is, treat the products as two
separate digits when
required): 0+0+1+1+0+4+6+
2+1+2+7+1 +6+9 = 40. The
answer must be a multiple of
10, or, equivalently the answer
modulus 10 is zero. Since this

is the case here, the original
number is said to be valid.
If there was an error in a
single digit, or a transposition
of two digits (one of the most
common human errors that
happens when writing down
a long number), the algorithm
will detect it because the check
digit will be wrong. (The only
transposition error not caught
by the algorithm will be 90 to
09, or vice versa).
The check digit is an
example of a checksum, a
number calculated (the correct
term is hashed) from a long
message that is tacked onto
the end of it for transmission
or for storage. There are
several examples of checksums
in wide use, the most popular
being something small like
CRC-32 or something
cryptographic like SHA-256 or
MD5 (less favoured these days
because of academic work that
has essentially cracked it).
The smaller 32-bit Cyclic
Redundancy Check is a great
way to detect accidental or
random changes to data
during transmission or
storage. It’s easy to calculate
in hardware, and is designed
to detect not only errors
caused by random noise but
also due to burst errors, where
there is a contiguous set of
errors in a frame.
The larger cryptographic
hashes are designed to detect
malicious errors, and are
designed so that it’s hard to
ﬁnd or calculate a malicious
message that has the same
hash as the valid message.
That’s why when you
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Figure 2: Hamming code construction and calculation for 1010
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download a software
application, there is usually an
MD5 or SHA-1 hash alongside
so you can verify that the bits
you got were the bits that
formed the hash value.
Again, checksums are all
about error detection, but not
error correction. However
there is a way you can use
checksums to implement a
simple error correction
protocol called 2D parity. Let’s
illustrate this with a 16-digit
number: 9234522314728354.
First you write out the digits
as a matrix, left to right, top to
bottom – see ﬁgure 1a.
Now you calculate the
checksums for each row and
for each column. You can
use any checksum you like,
but for simplicity’s sake we’ll
use the modulus 10 of the
sum. See ﬁgure 1b.
Now you can transmit the
matrix as a longer 24-digit
number, reading left to right,
top to bottom again:
923485223214724835403173.
The receiver can get the
number and unpack it, and, to
verify that it was received
correctly, recalculate the
checksums. If all agrees, he
can extract the original
16-digit number by throwing
away the checksums.Let’s
suppose now that there is an
www.pcplus.co.uk
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error. One of the digits is
transmitted incorrectly. The
receiver gets Figure 1c. When
he calculates the checksums,
the results for row three (0)
and column three (3) are
incorrect. What can he tell
from this? First: that the digit
at the junction of row three
and column three is wrong.
That’s the error detection part.
Second: now that he knows it’s
wrong, he can easily calculate
what the right value should be.
In both cases the checksum
is four less than the correct
value, so the number at (3, 3)
is also four less than what it
should be – that is, seven.
If you consider the problem,
you can see that we can detect
single errors in the original
16-digit number matrix, and
in the checksum digits (if a
row checksum is wrong but all
the column checksums are
correct, it indicates an error in
the row checksum digit, for
example). Although this
technique is rarely used (there
are better algorithms), it does
illustrate that adding
redundancy in the form of
checksums (or parity bits) can
give you enough information
to correct simple errors.
This is roughly where
Richard Hamming came in.
He devised a system for the

most efﬁcient way of adding
parity bits to a set of data bits,
such that, if there was an error,
would also help identify where
the error occurred. The
constructed sets of data and
error bits are known as
Hamming codes.

Hamming codes

Let’s see how to construct the
(7, 4) Hamming codes (that is,
the code is seven bits long, of
which four bits are data bits).
1. Number the bits starting
from one: 1, 2, 3, 4, 5, 6, 7.
Write them in binary: 1, 10, 11,
100, 101, 110, 111.
2. All of the bits with an
index that has only a single one
bit are parity bits, the others
are data bits. Hence, the parity
bits are found at indexes that
are powers of two: 1, 2, 4; and
the data bits are at 3, 5, 6, 7.
3. Each data bit is included
in the calculation for two or
more parity bits. In particular,
parity bit one (P1) is calculated
from those bits whose index
has the least signiﬁcant bit set:
1, 11, 101, 111, or 1, 3, 5, 7. Parity
bit two (at index two, or 10
in binary), P2, is calculated
from those bits whose index
has the second least signiﬁcant
bit set: 10, 11, 110, 111, or 2, 3,
6, 7. Parity bit three (at index
four or 100 binary) is

calculated from those bits
whose index has the third least
signiﬁcant bit set: 100, 101,
110, 111, or 4, 5, 6, 7.
We’ll apply this to some
example data: 1010. Write it
out as x, x, 1, x, 0, 1, 0, where
each x deﬁnes one of the
(even) parity bits we need to
calculate. Parity bit one is
calculated from bits 3, 5, 7
(which are 1, 0, 0) and hence
is one. Parity bit two is
calculated from bits 3, 6, 7
and is therefore zero. Parity
bit four is calculated from 5,
6, 7 and is one. The complete
Hamming code for 1010 is
1011010. Figure 2 shows this
construction and calculation.
Let’s transmit this and
assume that the receiver
gets 1011110, with a single
bit ﬂipped. We can do the
Hamming code calculation
on the data bits, get 0010110,
and therefore detect that the
received code is invalid.
But there’s something more
we can deduce. If we look at
the parity bits, we can see that
bits one and four are incorrect,
whereas two is right. The
common data bit used for the
calculation of parity bits one
and four is bit ﬁve. Since the
Hamming code ensures that
each parity bit is calculated
from a distinct set of data bits,
we can conclude that it is data
bit ﬁve that is incorrect: it
should be zero, not one. Hence
Hamming codes are not only
error detection, but error
correction codes. In fact,
through some pretty heavy
duty mathematics we can
show that Hamming codes are
the most efﬁcient way to add
parity bits to detect and
correct one-bit errors.
Hamming codes are less
used now, as better detection
and correction algorithms
have been devised, like
Reed-Solomon codes, which
can cope with burst errors
rather than the less noisy
random errors detected and
corrected by Hamming codes.
Nevertheless, they are still
used widely in RAM, but with
an extra parity bit calculated
from the previous seven. This
extended Hamming code is
known as SECDED, for single
error correction, double error
detection. In fact RAM tends
to use a (72,64) code rather
than (7, 4) because it boils
down to an extra parity bit
per eight data bits. ■
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