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Another consideration for the 
‘more space equals faster speed’ 
hypothesis is the use of the various 
hardware caches in your computer, 
known as Level-1 and Level-2 
caches. These caches are small 
but very fast memories (Level-1 
is much faster than Level-2, which 
is faster than RAM). If you are using 
more space to increase the speed 
of an algorithm, you should take 
these caches into account. For 
example, if you ensure that the 
total size of your data structure 
fi ts inside the Level-2 cache 
(which is generally of the order 
of 2 or 4MB), you’ll have a faster 
end-result than if the cache has to 
continually go to RAM for data. ■

Hardware caches

currency meant quite a serious 
slowdown in the system. 

Making the assumption that 
it was a rare occurrence for a 
currency to be modifi ed, added 
or deleted, I resolved this issue 
by reading all of the currency 
records into an array at the start 
of the program; a currency cache. 
A trigger forced a re-read should 
the currency table be changed 
in any way. This currency cache 
meant that the program’s overall 
speed increased without any 
major algorithm changes.

From this discussion, it would 
seem that using more memory as 
a strategy is bound to result in a 
guaranteed speed improvement. 
Back in the old DOS days, when 
PCs were limited to 640KB and 
programs had the whole machine 
to themselves, perhaps so; but in 
these days of virtual memory and 
swapping memory to disk, the 
benefi ts are not so clear-cut.

Prime candidates
Let’s look at another algorithm: 
calculating prime numbers. This 
was, by the way, my fi rst program 
ever and I implemented a fairly 
simple algorithm in Fortran for 
the purpose. First I assumed that 
2 was the fi rst prime number and 
therefore all other primes could 
only be odd numbers greater than 

2. Then, in order to test whether a 
specifi c odd number was prime, I 
tested every odd number less than 
the square root of the candidate 
number to see if they would divide 
it exactly. If any did, the candidate 
was not prime. 

The improvement to this 
algorithm is to cache the prime 
numbers you discover. Instead 
of testing every odd number up 
to the square root, you then only 
test the prime numbers up to the 
square root. Of course, this means 
that you have to build up your 
prime number array up to the 
square root as you test. However, 
providing that you will be testing 
many candidates for primality, 
the extra time taken for the initial 
setting up of the prime array will 
be spread across all primality 
tests, making the implementation 
faster on average. 

We could run into a problem 
on modern operating systems, 
however. Let’s suppose that we’re 
writing a function to test whether 
a 32-bit integer is prime. The limit 
for the candidate number is 
around 2 billion. From the prime 
number theorem, we can estimate 
that there are about 90 million 
prime numbers less than 2 billion. 
(Put another way, up to that limit, 
only one odd number in 11 is 
prime). An array that can hold 

not a prime. If we had an array of 
one billion fl ags, one for each odd 
number less than 2 billion, we’d 
use around 1GB of memory 
(boolean values are generally 
stored as a byte). You’ll notice 
we’ve gone from 360MB to 
1000MB: no improvement there.

However, there are eight bits 
in a byte. So, if we were to use 
individual bits as fl ags instead, 
we could get down to 250MB 
for the prime number cache – 
a 30 per cent improvement.

Can we do even better than 
that? Yes, by a little further 
analysis. In the basic primality 
test we eliminate half of the 
numbers because they’re divisible 
by two. But why stop there? We 
could also eliminate a third of the 
numbers because they’re divisible 
by 3 (and some of those will also 
be divisible by 2, of course). We 
could also eliminate a fi fth of 
numbers because they’re divisible 
by 5. In fact, in every block of 30 
numbers (30, you’ll notice, is 2 x 3 
x 5), we can eliminate 22 of them. 
Applying this observation to our 
boolean fl ag array, we fi nd that we 
can reduce the 250MB of extra 
memory to about 133MB. This 
is still large, but is 63 per cent 
smaller than the original array.

As always with these kinds of 
techniques, you should measure 
the speed, and measure the space, 
and make your deductions on 
those measurements in order to 
get the best speed improvement 
for your calculations. ■
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them all would be about 360MB 
in size and creating such an array 
is certainly achievable in a 32-bit 
operating system. Of course, using 
such an array is a different matter.

This 360MB behemoth would 
probably be far too large to keep 
in memory all the time in a 
multitasking operating system. 
This is because all running 
programs have to share the 
physical memory of the machine. 

The way the operating system 
does this is to impose a virtual 
memory layer on top of the 
physical memory, and pretend to 
each process that it can have up to 
2GB of memory. It then maps all 
these virtual memory allocations 
into the physical memory of the 
machine and, sometimes, into a 
special fi le on disk (the swap fi le). 
For a machine with less physical 
RAM, the swap fi le on disk is used 
more, swapping data and code 
into physical memory – where 
it can be used – and vice versa.

Running such a primality 
testing function on a machine 
with limited RAM would mean 
that lesser used parts of the prime 
number array may get swapped 
out to disk. Even worse, it may 
mean that parts of the array are 
swapped in and out as the array 
is traversed. Overall, we may 
fi nd that when it’s tested on 
a real user-level machine, the 
function may be unacceptably 
slow compared to the ‘test every 
odd number’ algorithm.

What could we do in this case? 
Surely our analysis is valid: only 
testing prime numbers would 
improve the speed. How can we 
reduce the amount of memory 
that this prime number array 
contains and thereby avoid some 
of the data-swapping issues?

The answer is to condense or 
compress the data in some way. 
Of course, a result of doing 
this will be to add some extra 
processing time (we will have to 
‘uncompress’ the data in order to 
use it), and so our improvement 
may turn out to be nothing.

One way to do this is to use an 
array of boolean fl ags (or yes/no 
values). The 17th fl ag would be on 
to say that 17 is a prime, whereas 
the 45th fl ag would be off since it’s 

1 Fibonacci numbers are sequential sets of numbers named after Leonardo of Pisa (or Fibonacci to his friends).

1Using memory is very different to simply doling out the contents of a pot.
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